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Abstract. During exceptional times when researchers do not have physical access
to users of technology, the importance of remote user studies increases. We provide
recommendations based on lessons learned from conducting online user studies
utilizing four online research platforms (Appen, MTurk, Prolific, and Upwork).
Our recommendations aim to help those inexperienced with online user studies. They are also beneficial for those interested in increasing their proficiency,
employing this increasingly important research methodology for studying people’s
interactions with technology and information.
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1 Introduction
User studies in information science and related research are essential for enhanced
understanding of people, technology, and information. The yearlong - and onwards! global covid pandemic has caused tremendous hindrance to people’s lives, including
physical and mental health and well-being, professional coping and stress, and lack of
access to others [1]. One of the other consequences has been that it is nearly impossible
to carry out physical (in-person) user studies under these conditions, as social distancing
restrictions are imposed for organizations and individuals. This hinders the scientific
progress in fields such as human-computer interaction (HCI) and information science
(IS) that have traditionally relied mainly on in-person user studies to conduct experiments
regarding novel interaction techniques [2].
The lack of physical access to participants has required HCI researchers to seek
alternative paths and methods for data collection in user studies, including crowdworker
and freelancer platforms. Researchers have conducted online user studies [3] and have
used these platforms in the past for data collection [4] with techniques such as survey
and questionnaires; however, these platforms are now being employed for more complex
user studies that previously were often conducted in a lab setting. Hence, the capabilities
of these platforms are being pushed. The crowdworkers and freelancers taking part in
user studies are confronted with more complex tasks. Researchers new to online user
studies are using these online platforms out of necessity.
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By online user study, we refer to user research, where study participants are users
of a system, interact with information, or some similar task, regardless of their physical
location, typically accessing the studied system via an internet browser. Guidelines for
conducting these online user studies are scarce, imposing a challenge for researchers both
less experienced with online tools for user studies and those experienced but leveraging
these platforms for more complex research. To help address this need, we report our
extension experiences with online (remote) user studies based on four well-known online
research platforms (referred to as “ORPs” going forward). Our goal is to provide valuable
recommendations for researchers concerning, designing, or considering a remote user
study using crowdworkers and freelancers to accommodate data collection needs. This
manuscript is particularly targeted to those new to online user studies, although those
more experienced may also find it useful. The recommendations presented here are
actionable for researchers interested in using ORPs now, and they can serve as the
foundation for more rigorous guideline development in the future.
Our key tenet is that, with efficient use of ORPs, researchers can conduct highquality research even during exceptional times, with innovative approaches for using the
capabilities of the ORPs. As such, we first briefly touch on related work and methodology
for comparisons. Then, we address our analysis of the four platforms included in this
study and present recommendations for their employment. Additionally, we present
some novel possible ongoing trends in remote user studies via online technologies. We
end with a short discussion and conclusion.

2 Related Work
Tools and technologies for remote user studies are developing fast; perhaps too fast for the
academic field to keep up. In the current day, researchers can use ORPs for surprisingly
sophisticated studies involving complex participant judgments with excellent quality
control at a reasonable cost in an astonishingly short amount of time for data collection.
Yet, there is scarce scholarly work providing recommendations for conducting remote
(i.e., virtual, online) user studies. The body of literature that applies remote user studies is
predominantly descriptive, typically using an anonymous group (“crowd”) of individuals
for tasks that are often created to be simple and not requiring special expertise to be
carried out. This is despite that fact that more advanced tasks requiring professional
skills are relevant in many HCI and IS use cases. Examples of simple tasks that require
little to no specialized expertise include layout experiments [5, 6], annotating datasets
for machine learning [7–9], human computation [10], and the study of the crowd itself
[11–13]. In contrast, an example of a user study requiring professional expertise would
be a tele-medicine tablet for nurses.
Remote user studies often deploy surveys [14], although remote usability studies
that these specific systems have also been taking speed [15]. Nonetheless, despite technological progress, researchers have not yet fully adopted remote user study tools and
platforms, due to reasons such as lack of training, lack of institutional support, and due
to multitude of options that can make choosing and learning new tools challenging.
Therefore, providing experiences from the use of these platforms and tools can serve
researchers across multiple fields. As previous work that deploys remote user techniques
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tends to be descriptive, i.e., communicating how the methods were used, rather than prescriptive (how they should be used) or instructive (what the best practices are). In the
current work, we focus on sharing recommendations (i.e., best practices) based on our
experience conducting online user studies over several years with four ORPs.

3 Research Objective
Our research objectives are: Identify the strengths and weakness of four major ORPs for
use in online user studies, and Provide recommendations based on lessons learned for
employing these platforms.
The four ORPs, described in detail below, are Appen, MTurk, Prolific, and Upwork.
While other ORPs are available, we have found these platforms useful for online user
studies in our field. We evaluate these four platforms along six dimensions defined as:
• Diversity of reach: the variety of and volume of participant populations based on
nationalities, occupations, or other aspects.
• User attributes available: ease of accessing and range of available participant
characteristics
• Ease of use: how straightforward the platform is to employ for an online user study
as measured by complexity of the interface, coding required, etc.
• Cost: the amount that has to be paid or spent to conduct a user study, which is
usually based on the time required for a participant to complete the task, number of
participants, and amount of payment.
• Modifiability: the degree of ease at which one can make changes to the platform and
the platform’s flexibility adapting to such changes.
• Blacklisting: the ability of the platform to exclude certain participants from the study.
This exclusion can be for reasons such as preventing repeated participation in the
study (i.e., limiting to one session).
The metrics of evaluation for each dimension are on a scale of (High, Medium, Low)
of relative degree that is compared to the complete set of platforms, and/or a binary
measure (Yes or No) concerning whether the dimension applies to a given platform.

4 Approach
Our methodological approach is grounded in experience-based practice [16], in which the
researchers immerse themselves in the contexts, with concepts, experiences, questions,
and problem-solving are mixed together [17]. In this complex environment, research
premises, ideas, data, and perspective are stress-tested in actual practice [18]. Given
our research objectives, experience-based practice is an appropriate foundation for this
exploratory work. Using this approach, for the recommendations presented here, we draw
from our experience with more than a dozen online user studies, which have involved
the use of multiple research designs and data collection platforms.
We provide examples from four major data collection platforms to illustrate specific
points. The studies we base these guidelines on have been published in various journal
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and conference venues, including ACM Conference on Human Factors in Computing Systems, International Journal of Human-Computer Studies, International Journal
of Human-Computer Interaction, and so on. Overall, the guidelines are based on the
authors’ experience conducting more than half a dozen user studies online, reported in
various research papers [19–25], mostly related to testing an interactive persona system
or designing data-driven personas [26]. The included platforms have been used in these
studies, and we draw from experiences and best practices provided by each.

5 Remote User Study Platforms
The evaluation of the four data collection platforms based on our assessment in multiple
user studies along the six dimensions is provided in Table 1, with a detailed discussion
of each of the four platforms following. There are other remote user study platforms
as well (e.g., Maze, UserTesting and UseBerry, Preely) – these are not included in the
current work as we have no experience with these platforms.
Table 1. Evaluation of data collection platforms for remote user studies. N/A – means the
dimension is not applicable to the platform.
Diversity of
reach

User
attributes

Ease of use

Cost

Modifiability

Blacklisting

Appen

High

No

High

Low

Low

No

MTurk

Medium

Yes

Low

Low

High

Yes

Prolific

Low

Yes

High

Medium

Medium

Yes

Upwork

Medium

Yes

High

High

Medium

N/A

Appen (formerly known as Figure-Eight, CrowdFlower) is a data annotation platform.
According to their website, Appen has more than a million workers (called contractors)
in 130 countries, covering 180 unique languages and dialects1 . The Appen platform
is easy to use, providing several templates for different task types, such as Sentiment
Analysis, Search Relevance, Data Categorization, Image Annotation, Transcription, and
Content Moderation. In addition, one can create a study using a customizable empty
template. The functionalities of Appen make it ideal for data annotation tasks, such as
the creation of training sets for machine learning, and the cost is low for these tasks.
The applicability to user studies is hindered by the fact that, apart from the workers’
location, the platform does not provide other background information (e.g., age, gender)
of the workers. As such, the sample characteristics cannot be reported, and the data
cannot be analyzed by user attributes. Additionally, in Appen one cannot apply a custom
blacklist to prevent the repetitive entry of the same participant in different experiment
flows. Despite these shortcomings, Appen is easier to use than platforms that require
1 https://www.appen.com (retrieved January 11, 2021).
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advanced programming skills (e.g., MTurk), as it provides an easy-to-use drag and drop
interface for some types of online user studies, as shown in Fig. 1.

Fig. 1. Manipulation check study using crowdsourcing via Appen. The platform enables easy
configuration and launch of the task.

The participants in this user study sees two types of social media comments, toxic
and non-toxic comments. These comments were used in creating two types of persona
profiles: toxic and non-toxic ones. To ensure that the assigned toxicity in the persona
profiles matches with users’ general perceptions of toxicity, a manipulation study was
conducted (Fig. 1). Unlike typical crowdsourcing labeling tasks where thousands of rows
are annotated for machine learning, here 20 rows are adequate as that corresponds to the
number of comments used in the user study. For each comment (i.e., “row”), 30 ratings
are obtained. The cost ($45.90 US) can be seen as reasonable for a manipulation check,
and the results are typically available within minutes from launching the data collection.
As such, the example illustrates the fast set-up and data collection process via Appen
for simple tasks supporting user studies, such as manipulation check.
MTurk (full name: Amazon Mechanical Turk) is the first large-scale crowdsourcing
platform, launched in 2005. Amazon has stated the platform has more than 500K registered workers from more than 190 countries2 , although the number of active workers
is considerably lower, perhaps less than a fifth [27]. There has been observed a geographic bias, with approximately 60% of the workers located in the US and 30% in
India. The cost per task low. The advantage of MTurk is its malleability [28]; through
its programming interface, any sort of user study can be programmed (see Fig. 2). This
modifiability comes with the heavy fee of technical skills; MTurk is the hardest to use out
of the four platforms. In Fig. 2, the implementation required the creation of a dynamic
HTML template that related to an underlying database that recorded for each participant the selected pictures and the participant’s country. A certain sample size from each
country was recruited. This study design is complex enough to be only carried out via
customized programming and scripting, features that are most developed in the MTurk
2 https://forums.aws.amazon.com/thread.jspa?threadID=58891.
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platform. This study design could not have been possible with Appen’s user interface,
illustrating MTurk’s superiority for more complex research designs.

Fig. 2. A study in which the participants were required to select (by clicking) pictures that could
represent individuals from their own country.

Prolific is a research platform for recruiting subjects for user studies and sruveys
[29]. As of June 2021, Prolific has more than 70,000 participants from various countries3 .
It has the fewest number of users out of the four platforms, but the platform itself is easy
to use, and the quality of responses is good, as discussed below. The challenge is that
the pool of participants is demographically biased: more than 60% are located in two
countries (the UK and US). Perhaps, as a result, the cost is relatively high but reasonable
for the quality of the responses. The participant pool is also about 75% aged between 20–
40, and around 70% are ethnically White/Caucasian. The gender distribution, however,
is close to 50%. The platform allows blacklisting of participants.
Upwork has more than 10 million users in 180 countries4 . The advantage of Upwork
is that it enables researchers to find highly skilled professionals [30], including designers,
marketers, developers, public health experts, and so on (see Fig. 3). Unlike other platforms examined in this study, Upwork provides a way to recruit individual participants
and view their work history. This feature is beneficial for recruiting specialized experts,
such as public health professionals, who would be difficult to find on other platforms.
Finding similarly skilled individuals in other platforms is much harder. The challenge is
3 https://prolific.ac.
4 https://www.prnewswire.com/news-releases/snagajob-appoints-former-upwork-ceo-to-board-

of-directors-300417689.html.
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that finding and recruiting professionals tends to require considerable communication
costs. Typically, Upwork participants pose questions and expect more communication
than participants in other platforms. However, the range of possible studies is broad, and
participant selection is exact, so there is no need for blacklisting.

Fig. 3. Upwork profiles provide a metric of successful client encounters for each freelancer.

Comparison of Key Platform Features: When using Appen, data collection and participant recruitment occur on the same platform. When using MTurk, one can collect
data either from outside or using MTurk itself. When using Prolific or Upwork, there
is a separation of data collection and recruitment, which means these platforms are for
participant recruitment only. The study itself will be run outside the platform, e.g., in
Google Forms, Qualtrics, or a custom-made HTML page (we provide a short discussion of these tools shortly). When the goal is to recruit professionals with specific skills,

Fig. 4. Cloudresearch, an example of a user-friendly interface to MTurk. This service can be used
to conveniently sample participants from MTurk, without the need of programming skills. Without
an external service, using MTurk for data collection requires programming skills.
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Prolific or Upwork are recommended, as these two platforms provide more information
about users. MTurk’s sampling features require more technical skills to access unless
using an external service provider such as Cloudresearch (see Fig. 4). When the goal is
to annotate a large volume of data, MTurk or Appen are commended, as these platforms
have been designed with data annotation tasks in mind. When the research team lacks
programming skills, Appen is more appropriate than MTurk.

6 Recommendations Based on Practical Experience
We here present some guidelines for conducting online user studies using these platforms,
with insights for studies on other platforms. As these recommendations are based on
practical experience, we are not implying that they are exhaustive; rather, these guidelines
are a basis for future development.
6.1 Participant Attributes
Typical background information to ask in user studies includes demographic information
(e.g., age, gender, country), job position, and the user’s experience in their jobs or in the
industry [31, 32]. Some platforms, such as Prolific, provide basic demographics (age,
gender, country) for each participant in the data export without the need for asking them.
In other platforms, such as Appen, it is extremely difficult to obtain these variables, as
the platforms are based on the anonymity of crowdworkers.
However, ORPs can be supplemented with other tools to increase their robustness.
For example, 2 × 2 experiments can be configured easily within Google Forms, as the tool
enables one to duplicate and move items. In a 2 × 2 experiment, one can create four study
sequences in Google Forms that are identical in every way except the order of presenting
the study treatments. The treatments are typically presented as static screenshots that
represent layouts, mockups, or information designs tested. Higher resolution images
of the treatments can be provided using an external link. If the study design is more
complex than 2 × 2 (e.g., 2 × 2 × 2), free tools may become limited. In our studies,
we implement complex designs using Qualtrics. The benefit of Qualtrics is its advanced
features for counterbalancing and randomization. In addition, question sets can be saved
in the system to be quickly available in other studies using the same indicators.
6.2 Instructions to Participants
Instructions to participants are essential for successful online tasking [33], and all four
platforms offer nice features in this area. For instructions, we have found it best to be brief;
platforms provide participants a broad range of studies to select from. Participants need
to quickly understand what the study is about to accept or decline it. Provide definitions –
this is crucial because participants typically need a foundational understanding of what
the study is about, which requires defining baseline concepts. If participants are required
to categorize data, provide examples. In all your instructions, use plain language; avoid
professional or scientific lingo unless the study is particularly targeting people capable
of grasping such lingo. Example instructions are shown in Fig. 5.
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The default instruction template of Appen illustrates central information sections to
include (see Fig. 5). Also, note that the study topic’s level of subjectivity or interpretation
influences how detailed the guidance should be. For simple human-intelligence tasks
(HITs) such as “Is there a car in this picture?”, no complex explanations are required,
but for many social science topics, such as “Does this social media comment contain
toxicity?”, elaboration and explanations are required.

Fig. 5. Appen’s user interface. The default template includes four sections for instructions. After
uploading data, researchers can insert data items (e.g., text, pictures) and add questions, including
multiple choice, checkbox, rating, and annotation.

Appen also enables the creation of test questions with known ground-truth values
to train the participants. In case the participant answers wrong to a test question, the
researcher can write an explanation that clarifies why the choice was wrong. Naturally,
studies measuring attitudes such as trust or other user perceptions would not have ground
truth values, as the responses are individually determined. If the task has a degree of
subjectivity, monitoring the response patterns to test questions is important, as well as
trying to select clear examples to the researchers’ best ability.
6.3 Participant Recruitment
In our experience, user studies may employ an arbitrary number of participants, ranging
from 30 (or lower) to a few hundred participants typically. However, the sample size
can be computed in a data-driven way, using the pre-screened number of total candidate
participants as a “population” to estimate the required sample size. For example, given
4,878 possible participants in a user study we conducted, with 95% confidence level and
5% confidence interval, 356 participants are required to make generalizable claims of
this user population. (The sample size can easily be calculated using online tools5 .)
Virtually all ORPs struggle with providing a geographically and demographically
balanced pool of participants. MTurk is heavily centered on participants from the US and
5 https://www.surveysystem.com/sscalc.htm.
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India [27]. Prolific is focused on young Caucasians from the US and UK (see Fig. 6). A
general problem in all platforms seems to be that they are skewed to younger populations,
making it harder to recruit participants of middle-aged and elderly age groups. Although
the ORPs provide global coverage in theory, in practice this promise does not generally
come into fruition, and researchers that need cross-cultural samples or representative
samples from many countries may need to carry out data collection jobs in several
platforms and then combine the results.

(a) Country

(b) Age

(c) Ethnic background

(d) Gender

Fig. 6. Participant pool in Prolific: (a) UK and US are the dominating bars on the left. The last
bar is ‘Other’. (b) 20–30 and 30–40 are the two highest age groups. (c) White/Caucasian is the
dominating bar. (d) The gender ratio is roughly balanced.

Most ORPs do not provide adequate tools for representative sampling or crosscultural studies. Nonetheless, Prolific has a feature that provides representative population samples in two countries: the UK and the US. Using a representative sample,
researchers can increase the correspondence of age, gender, and ethnicity in their sample
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to the characteristics in given national population. The estimates in Prolific are informed
by census data from the UK Office of National Statistics and the US Census Bureau6 .
When not using geographic sampling criteria (as may often be the case in crowdsourcing), it is necessary to assess if cultural variability will affect the responses obtained.
Diversity may not always be positive. Consider having 1 participant from 30 countries,
in total N = 30 participants. The results do not necessarily inform us about the views of
people from 30 countries. Still, they may instead involve hidden cultural biases that are
impossible to analyze, as the sample for each country is only N = 1. Therefore, if there is
any doubt of culture or other demographic variables affecting the participants’ responses
or behavior, the researchers should aim to apply a stratified sample. For example, in the
above case, it would be more valuable to have 15 participants from 2 countries, as this
would yield some data to analyze if the country affects the dependent variables. The more
cultures or regions one wants to cover, the higher the sample size should be obtained.
6.4 Fair Compensation
Researchers should adhere to the fair compensation of online workers [34]. According
to our experience, online workers are willing to work for less than minimum wages. This
willingness makes it researchers’ responsibility to maintain wage standards. Although
the primary concern one may hear about is underpaying, prior research has shown possible downsides to overpaying [35]. Prolific provides as easy slider in the user interface
to adjust the participants’ compensation (see Fig. 7).
Prolific also shows the hourly rate based on (a) estimated completion time and (b)
reward per completion that the researcher provides. Currently, researchers can “game”
the system by providing low-ball estimates of the completion times, in which case the
calculated hourly rate seems artificially good. However, this cannot actually mislead
participants, if the platform shows them hourly rates based on actual completion times
in a given job. One related issue is, however, that the variation among completion times
tends to be high among participants; it is not uncommon that one participant can spend
three times more on a survey than another. This is an issue because the effective hourly
rate is set on the average; therefore, the quicker participants are able to earn better than
slower ones. This leads into two issues: (a) the realized hourly rate of slower participants
can drop below minimum wage, even when the researcher has set the reward to exceed
the minimum wage (based on the researcher’s estimate made in good faith); and, (b) if
the speed of completion is positively correlated to quality of work, then the participants
that take longer to provide quality outputs are effectively penalized for doing a good job,
whereas those that rush through the job are rewarded at the expense of quality data. As
such, ORPs still need to work considerably more to develop fairness mechanisms that
prevent gaming from both the researcher and the participant.
6.5 Quality Control
The quality control of the participants can be done in two primary ways. First, platforms
provide options for allowing only participants with a proven track record to participate.
6 https://researcher-help.prolific.co/hc/en-gb/articles/360019236753-Representative-Samples-

on-Prolific.
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Fig. 7. Determining study compensation. The study completion time can be estimated by conducting a pilot study or (as in this case) relying on Qualtrics’ automatic survey duration assessment.
The hourly rate should be set fairly, at least to cover the sampled country’s minimum wage. In this
case, the minimum wage was verified from the UK government website7 . If participants come
from various countries, it may be advisable to replicate the study and change only the targeting
and the compensation to satisfy local wage levels. Note that it is possible to releases bonuses for
specific (or all) participants after checking the results.

In Appen, there are three quality levels, with “Level 3” indicating the smallest number of
the participants with the highest accuracy rate based on their past jobs. Similarly, MTurk
has three pre-defined quality levels: Masters (those with consistently high quality across
tasks), “Number of HITs Approved” (the minimum number of accepted HITs needed
to apply for a job), and “HIT Approval Rate” (the share of accepted HITs a worker has
from all submitted ones). In Prolific, one can use approval rate (the percentage of studies
where the participant has been approved) or the number of prior studies the person has
taken part in. Upwork provides the applicant’s historical success rate.
Second, in addition to using the platform’s pre-defined categorization, one should
employ attention checks – randomly placed items that ask for a specific response (“Please
select ‘Agree strongly’.”). The researcher can then review the participants’ answers and
reject those that failed the attention check. Prolific has a high quality of participants
in our experience, as attention checks are typically passed by more than 95% of the
participants. The quality of Prolific is also supported in independent evaluation studies
[29, 36]. Combining several techniques for quality control is suitable. As the crowd may
learn and adapt to specific methods [37] – to be truly efficient at validating attentiveness,
the checks need to have a degree of surprise.

7 https://www.gov.uk/government/publications/the-national-minimum-wage-in-2020.
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7 Current and Future Opportunities
As leveraging online platforms is currently a work-in-progress, we now discuss opportunities that could become trends in HCI, IS, and related domains due to their potential
for online user research. Although there are many conceivable opportunities for remote
user studies, we focus on two: behavioral tracking via live user sessions, and longitudinal
online user studies, as these are somewhat underexploited in the current practice, but
their implementation is technically possible and might result into insightful datasets.
7.1 Behavioral Tracking via Live User Sessions
There are at least two prominent methods for capturing user behavior data on system
usage: mouse-tracking and eye-tracking. Mouse-tracking requires no calibration, and it
can be implemented to record different user actions (hovering and clicking). Therefore,
mouse-tracking is an unobtrusive form of recording user behavior. Another benefit is that
mouse-tracking has no measurement error – the browser is able to precisely determine
the exact screen coordinates the user’s cursor is placed on at a given point in time. The
recording can also be done based on HTML elements. The purpose of using HTML
elements for tracking is to enable a direct interpretation of the user’s interactions with a
system – e.g., what menu items, views, and features were used (see Fig. 8). Such tracking
systems can be developed by using standard HTML and JavaScript techniques. A consent

Fig. 8. An example of a heatmap generated with a mouse-tracking system [38] that tracks an
interactive persona system. The color intensity indicates more movement.
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from users is required for monitoring their behavior, and it might be appropriate to seek
approval from an Institutional Review Board (IBR) and ensure compliance to privacy
protection measures such as General Data Protection Regulation (EU GDPR) prior to
launching remote-tracking studies.
An issue with mouse-tracking is that it does not necessarily correlate with a user’s
attention [39, 40] – that is, the user can be fixated on an item on the screen while
placing their cursor on a different item. As such, information about how users focus
their attention on a system can be lost. A potential solution is applying eye-tracking.
Online eye-tracking has developed a lot over the years, but its use in research is still rare
relative to physical eye-tracking systems that provide higher accuracy and more control.
The challenges of online eye-tracking include, e.g., users’ varying lighting conditions and
webcams’ ability to track gaze relative to infrared trackers. Perhaps the most advanced
online eye-tracker is WebGazer.js [41–43] that can be integrated into web applications
using JavaScript (see Fig. 9), and that is available as open source.
Because online eye-tracking currently imposes quality challenges, researchers are
advised to take precautions, such as defining an accuracy threshold– participants failing
to meet this threshold can be dropped from the final analysis. The accuracy values can
be obtained from the online eye-tracking tool’s calibration step. Because the previous
technique likely results in losing a non-negligible number of participants from the final
dataset, researchers should pre-emptively consider this by increasing sample sizes.

Fig. 9. An example of an online eye-tracking system implemented within an interactive persona
system [44]. Left side shows the calibration screen that displays the box in which the user’s head
should be positioned. Right side shows the toggles for switching the eye-tracking and on-screen
trailing on or off (A), and the trailing dot [B] shows the user’s current gaze position.

7.2 Longitudinal Online User Studies
Longitudinal studies are extremely important for understanding how users’ relationship
and usage of a system evolves in time [45, 46]. Yet, longitudinal remains as a rarely
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exploited opportunity in HCI and IS user studies. In theory, such studies are simple to
set up; given that the ORP stores the User IDs of each participant, researchers can use
this ID to target the participants with future rounds of data collection.
An important consideration is attrition. It is unlikely that 100% of the participants
remain active throughout a longitudinal study. Instead, a certain percentage will churn
at each stage. Therefore, the initial pool of participants has to be adequate to suffer this
loss. For example, assuming the attrition rate of 80%, out of 100 participants, only 51
remain after three extra rounds of data collection. In studies running more than a year,
the attrition rate can decrease to less than 25% [47].
Ways to mitigate the dropout rate include decreasing the temporal distance of the
data collection rounds, designing and communicating a reward structure that incentivizes
attrition (i.e., increasing payment after each round), and screening for participants with
a relatively long history with the platform (increased chance of commitment over the
long term). Finally, if the payments can be delayed (e.g., in Prolific, this can be done up
until 21 days), then one can make the full compensation contingent on participation in
all the data collection rounds.

8 Discussion
Commercial ORPs provide three main advantages for researchers: (a) tools and features
that are designed to accommodate specific research needs, such as rapid data annotation (e.g., Appen, MTurk), running large-scale surveys (e.g., Prolific) or locating expert
freelancers (e.g., Upwork); (b) commercial maturity and support that lower the barrier of trying the tools and finding help for specific questions, and (c) critical mass of
respondents/participants available to take part in a study at almost any given time.
However, despite the prominence of ready-made tools, it is worthwhile discuss the
dilemma of “build or buy?” – meaning, should researchers use commercial or opensource tools, or build their own research tools. While commercial tools and platforms
undoubtedly are the favorite choice of most researchers due to their low barrier of entry
(they do not require much learning, and the development cost/time/effort tends to be low),
in some cases it can make sense to pursue custom-made solutions. For example, in the
persona analytics case illustrated in Figs. 8 and 9, it would have been possible to build the
user tracking via Google Analytics (GA) instead of programming a customized solution.
However, the tailored implementation of persona analytics has several advantages over
using an industry standard tool such as GA:
• Data Ownership: the data resides in the research institute’s own serves, not in 3rd
party servers such as Google’s. There are obvious reasons as to why storing delicate
research data to commercial parties’ servers might not be ideal.
• Appropriate Event and Information Tagging: When designing the data collection
system from scratch, the researcher can determine the precise structure and functionality of what is collected and how; these requirements result in tracking only the
information elements and events that matter for the research goals.
• Data Availability: Unlike in the standard GA installation, the researchers building a
tailored solution can extract raw log data of every action a user took in the tracked
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system. The standard GA installation only gives access to aggregated reports that are
often not sufficient to analyze user behavior in depth.
• Meaningful Reports: the reports in GA are designed for website business analytics,
not for academic research systems. Therefore, the metrics and reports available in
GA may not be meaningful for addressing serious research questions. When building
their own reports, researchers can consider specific research questions for which the
data would be used. Hence, the reports can serve empirical user research better than
the reports provided by industry tracking solutions like GA.
These advantages support building research-dedicated tracking solutions for systems.
For example, persona analytics does a better job than GA at the specific purpose for which
it was developed, which is empirically tracking persona user behavior.

9 Practical Suggestions for Researchers
Concerning recommendations for specific platform use, we offer the following:
• Simple Tasks: If you want users to do simple tasks where user attributes are not
needed, Appen is a good platform of choice.
• Complex Tasks: If you want users to do complex user task flows and need user
attributes, MTurk is a good choice, albeit with some upfront set-up efforts.
• Specific Segments: If you need to target specific population segments, such as
professionals, Prolific may be your only reasonable choice.
• High Quality, Complex Task, & Small Sample: If you need high-quality responses
to complex tasks from a small sample of skilled participants, then Upwork may be
your only reasonable choice.
While remote user study techniques might not work for all conceivable user studies –
for example, haptic technologies strictly require the human presence and “touch” [48] –
user studies of many sorts can be carried out effectively online. Researchers’ needs drive
selecting and configuring platforms:
• Are you testing a static vs. live system? If static, survey-based data collection can
be optimal. If a live system, behavioral (mouse- and eye-)tracking might be more
sensible, ideally coupled with a survey.
• Would the topic benefit more from a cross-sectional or longitudinal study design?
Both can be implemented fairly easily with online platforms by leveraging platforms’
User IDs for repeated data collection.
• Is your a HIT or an interpretative task? For interpretative tasks, designing instructions
and verifying quality is more difficult; a combination of attention checks and heuristic
quality thresholds based on the platform’s quality ratings can be applied.
An aspect increasing in research interest but still not effectively deployed in the field
is fair remuneration [34]. Researchers typically set one price per response, which may
be too high for a given region and too low for another. More dynamic reward-setting
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would be required, considering the country-specific variation in minimum and average
wages. Relatedly, there are ethical issues [49] that must be considered when using these
platforms, just as with other user studies approaches, such as the use of students [50].
Similarly, considerations of representativeness are typically overlooked in remote user
studies. Even a small sample can include participants from more than a dozen countries:
does the underlying cultural variation matter for the findings? HCI and IS researchers
conducting user studies should consider applying stratified sampling more often and
discuss the potential effects of cultural variability on their findings [51].

10 Conclusion
In this exploratory research, we present suggestions for employing online platforms for
user studies. Although our experience is extensive in using these platforms, a limitation is
that there are insights outside of our experiences. These other experiences, platforms, and
uses are future research areas. Future research also needs to take these recommendations
and apply a more rigorous methodology of platform evaluation to develop rigorous
guidelines for researchers, including detailed comparisons of online studies to those in
the lab. However, the evaluations of the platforms and resulting recommendations are
practically actionable for researchers desiring to employ these services for online user
studies and related research.
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