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Abstract. To predict personality traits of data-driven personas, we apply an
automatic persona generation methodology to generate 15 personas from the
social media data of an online news organization. After generating the personas,
we aggregate each personas’ YouTube comments and predict the “Big Five”
personality traits of each persona from the comments pertaining to that persona.
For this, we develop a deep learning classiﬁer using three publicly available
datasets. Results indicate an average performance increase of 4.84% in F1 scores
relative to the baseline. We then analyze how the personas differ by their
detected personality traits and discuss how personality traits could be implemented in data-driven persona proﬁles, as either scores or narratives.
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1 Introduction
A persona is deﬁned as a ﬁctitious person that describes user or customer segments of a
software system, product, or service [1, 2]. Personas are widely used in many professional ﬁelds, including e.g. software development and design [3], marketing and
advertising [4], health informatics [5], and so on. A persona simpliﬁes user-centric
numbers into an easy-to-understand representation - another human being [6]. Through
this property, personas aim to facilitate the communication about users within an
organization, so that user-centric decisions (e.g., product development, design, marketing) can be made keeping the end user in mind [7].
Persona design, in turn, deals with the design of persona proﬁles that support
persona users’ tasks and goals, while not distracting them [8]. To be useful, personas
should contain all information decision makers need to better understand the group of
users the persona portrays. This is known as the rounded persona principle [9].
A typical persona proﬁle includes a name, a picture, and a description detailing attitudes, needs, wants, and behaviors of the persona [10]. Rounded persona proﬁles can
also include personality traits [11, 12], such as the “Big Five” (BF) traits: extroversion
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(EXT), agreeableness (AGR), openness (OPE), conscientiousness (CON), and neuroticism (NEU) [13]. Together, these traits are seen to reflect one’s personality, deﬁned
as a fairly stable state of mind of an individual, where “state of mind” refers to how the
individual approaches the world and interacts with others [14].
Personality traits can help predict user and customer behavior under different circumstances and use cases, including shopping behavior [15], problem solving patterns
[16], task performance [17], voting behavior [18], and so on. Knowing the personality
traits can also aid in targeting the users with tailored advertising messages [19]. These
linkages between personality traits and behavior imply that including personality traits
in persona proﬁles can be useful, as personas are used for predicting user behavior in
different situations [1]. Therefore, there are multiple potential beneﬁts to the inclusion
of personality traits to personas as completing information.
A related development in computer science is the progress made in automatic
personality detection (APD). Overall, the factors that positively contribute to on-going
research efforts on APD are (1) the availability of textual data (i.e., social media posts
such as tweets, Facebook updates, and YouTube (YT) comments), (2) the personal
nature of that data, and (3) the increase of popularity in “sharing” one’s thoughts and
feelings via social media platforms. Interestingly, these drivers strongly overlap with
the drivers of “quantiﬁed” or data-driven personas (DDPs) [20], deﬁned as personas
that represent social media and online analytics user data in the form of personas [21].
Thus, there is an opportunity to combine APD and DDPs for more efﬁcient, more
complete, and more useful personas that enhance decision makers (e.g., software
developers, designers, marketers, etc.) understanding about their users and customers.
However, in our knowledge, no previous work on DDPs has incorporated personality traits into the personas. Rather, the DDP layouts have focused on containing other
information, such as text description, topics of interest, and audience size (see Fig. 1).
This is somewhat surprising since APD techniques have rapidly evolved [22–24]. In
particular, using neural networks (NNs) to analyze social media texts has yielded
positive results for ADP [24, 25]. As put by Carducci et al. [26], social media platforms
provide a rich source of user-generated texts that reflect “many aspects of real life,
including personality” (p. 127). The fact that users freely share their opinions, moods,
and feelings makes these users prime candidates for personality detection, as the personal information they share can be analyzed for personality cues [24].
By deﬁnition, DDPs are created using both numerical online analytics data that
describes user behavior in an aggregated fashion [27] and user-generated social media
posts that describe the persona’s attitudes [28]. Therefore, APD from a persona’s social
media content appears as a prominent research gap. In particular, three aspects support
this: (1) personality information can support the understanding and use of personas to
predict user behavior (i.e., there is both information needs of persona users, (2) textual
social media data that can be used for both persona creation and APD is widely
available, and (c) technology is granting opportunities for merging efﬁcient creation of
DDPs with an increasing accuracy of APD from user-generated social media texts.
Therefore, in this research, we combine APD and DDPs to design personas with
personality traits that could be automatically generated using numerical and textual
social media data. Our research questions are as follows:
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Fig. 1. An example persona, containing text description, demographics, topical interests, quotes,
viewed content, and representative audience size - but no personality traits

• How can APD be applied to infer the BF personality traits of DDPs from social
media posts of the personas?
• How can the personality traits implemented in the DDP design?
To develop a NN classiﬁer, we collect three publicly available datasets with ground
truth on personality traits (see Sect. 3). We then develop the classiﬁer based on
inspiration from state-of-the-art models, including the code and data from Majumder
et al. [24] that predicts the BF personality traits [13].
To predict personas’ personality, we generate 15 personas by collecting social
media data of an international online news and media company and applying an
automatic DDP creation methodology [21]. After generating these 15 personas, we
collect their social media posts (i.e., aggregate each personas’ YT comments) and
predict the BF personality traits of each persona from the social media posts pertaining
to that persona. We then interpret the results by analyzing how the personas differ by
their detected personality traits.
We choose the BF framework as it is the most commonly chosen framework in the
APD literature [24], making it possible to compare our results against a baseline model.
However, our main contribution is not the development of the APD classiﬁer – rather,
we apply established, previously working methods in the domain of APD towards the
goal of enriching DDPs with information on the persona’s personality traits. Our
contribution, thus, is demonstrating how DDP and APD methods can be combined for
richer persona proﬁles that more realistically reflect the user population.
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The remainder of this work is organized as follows. Section 2 summarizes the stateof-the-art research in APD. Section 3 explains our methodology, i.e., how we incorporate the available techniques in our modeling approach, as well as how we collect the
data and evaluate the results. Section 4 presents the results in comparison to a baseline
model and predicts the personality traits of 15 personas generated automatically from
social media data. We conclude by discussing the limitations of the approach, implications for research and practice, and future research avenues.

2 Related Literature
2.1

Automatic Personality Detection

The roots of APD from social media texts can be found in two main streams of
research: (1) affective computing and sentiment analysis [29] and (2) linguistic styles
and psycholinguistic databases [30, 31]. The joint hypothesis of these streams is that
language (e.g., spoken, written) or words reveal one’s inner thoughts and, therefore, a
person’s personality [32]. As stated by Xue et al. [33], the textual information widely
shared on social network is “the most direct and reliable way for people to translate
their internal thoughts and emotions into a form that others can understand.” (p. 4239).
Thus, social media texts can reveal aspects of one’s personality.
For this, research use many analytical predictors, including linguistic cues, syntactic features, and manually and automatically built semantic lexicons [34–36]. In
other words, the intuition is that linguistic markers reveal one’s personality, so that the
use of questionnaires such as the BF Inventory [37] is not needed. Rather, the personality is inferred from unstructured text “in the wild”.
For APD, anonymity of social media has two main implications. First, it can
mitigate the social desirability bias of expressing one’s true feelings. In other words,
anonymity can decrease ﬁlters imposed by the need for pleasing others or the general
opinion [38], possibly revealing truthful information about a person’s thinking tendencies. Second, when user IDs are not available, identifying the same users brings
about challenges in constructing adequate corpora for personality prediction [39]. Thus,
anonymity can both hamper and facilitate APD from text.
Several methods and datasets have been applied for APD. These include, at least,
Logistic Regression (LR) [40], K-Nearest Neighbors (KNN) [41], Naïve Bayes
(NB) [42], Support Vector Machines (SVM) [43], and, more recently, deep neural
networks [33] with architectures such as Convolutional Neural Networks (CNN) [44]
and Recurrent Neural Networks (RNN) [45], including Long Short-Term Memory
(LSTM), a subtype of RNN [46]. Thus, algorithms and technical framing of APD vary
greatly – often, different methods are applied in combination, such as combining CNN
and RNN [44]. The features used include, e.g., n-grams, Bag of Words (BOW), Linguistic Inquiry and Word Count (LIWC), and word embeddings [47]. These aim to
represent different linguistic aspects that would correlate with the target personality
trait.
The prominent datasets are, e.g., the myPersonality (MPD) [48] that contains
Facebook status updates, the YT personality dataset [49], and the Essays dataset that
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contains a stream-of-consciousness essays [30]. These datasets are described in
Sect. 3.3. Overall, the state-of-the-art performance is achieved using deep NN architectures trained on multiple datasets and feature representations [24, 33, 44, 46]. This is
also the approach we take in this research, as explained in Sect. 3.
2.2

Personality Traits in Personas

Personality traits can potentially enhance understanding of who the persona is [54],
enhancing the empathetic beneﬁts attributed to the persona technique in general [55].
The main motive for inclusion of personality traits is the creation of “holistic persona
description” [12] (see also the “rounded persona” concept [9]) that includes multiple
types of information: (1) personal details such as demographics and interests, (2) personality traits as captured by psychological models (“psychographics”), (3) intelligence
and learning styles, (4) knowledge that describes the persona’s expertise and experience in a speciﬁc domain, and (5) cognitive processes that describe how the persona
processes information. Despite the assumption that personality traits can enhance user
understanding, as with many persona beneﬁts [56], the potential of personality traits for
persona user experience has not been empirically veriﬁed.
In their review of 47 persona templates, Nielsen et al. [10] found that personality
and psychographics had been incorporated in persona proﬁles using manual means,
often without using professional psychologists [11, 12, 50–52]. However, automatic
inference of personality traits for personas has not previously been accomplished, to
our knowledge. For this reason, Salminen et al. [53] consider APD as one of the open
opportunities in DDP creation.
In the following section, we explain how we combine APD with DDP creation.

3 Methodology
3.1

Data-Driven Persona Generation

We generated two DDPs using real data from an actual organization, a large international news and media company. For this, we used the YT viewer data of the said
organization. The persona generation follows the methodology developed by An et al.
[21, 27] and Jung et al. [57], in which data is collected and processed automatically
from online analytics platforms.
For this research, we collected 206 K video views from 13 K videos published
between January 1, 2016 and September 30, 2018 on the YT channel of Al Jazeera
Media Network (AJ+1). For the data collection, we used the YT Analytics Application
Programming Interface (API2) with the channel owner’s permission. The use of an API
enables automatic updating of the personas at set intervals [58, 59] The dataset includes
all the channel’s view counts divided by demographic groups (age group  gender  country), of which there are 1631 with at least one view during the data collection period.
1
2

https://www.youtube.com/channel/UCV3Nm3T-XAgVhKH9jT0ViRg.
https://developers.google.com/youtube/analytics/.
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The DDP creation methodology executes the following steps [60]:
• Step 1: Create an interaction matrix with YT videos as columns, demographic user
groups as rows, and view count of each group for each video as elements of the
matrix
• Step 2: Apply non-negative matrix factorization (NMF) [61] to the interaction
matrix to infer p latent video viewing behaviors, where p is the number of personas
• Step 3: Choose the representative demographic attributes for each behavior by
using weights from the NMF computation
• Step 4: Create the personas by enriching the representative demographic groups for
each p personas with information, e.g., name, picture, topics of interest, etc.
After obtaining a grouped interaction matrix, we apply NMF for identifying latent
video viewing patterns. NMF is particularly intended for reducing the dimensionality of
large datasets by discerning latent factors [61]. Figure 2 illustrates the matrix decomposition of NMF; the resulting patterns inferred from the matrix discriminate the user
groups based on the variation of their content viewing patterns.
An example of automatically generated persona is provided in Fig. 1. For further
technical reference, we refer the reader to the articles by An et al. [21, 27], as these
report the technical details and validation of the method. This research focuses on
adding personality traits to these automatically generated DDPs. We utilize the persona’s quotes to predict the personality traits. The quotes are comments retrieved from
the most viewed content of the persona.
3.2

Retrieving Social Media Comments for Each Persona

The process for retrieving the social media comments for the personas is as follows:
• Step 1: Generate 15 personas using the dataset described previously
• Step 2: Take the top 10 YT videos that each persona has viewed the most
• Step 3: Take all comments from these videos and save them in a data structure
Moreover, we ensure that these videos do not overlap, i.e., one persona’s top videos
do not contain any videos from another persona’s top videos. The purpose of this is to
ensure that the social media comments between the personas vary adequately to detect
any linguistic patterns. The comments of each persona are then used to generate a score
for each BF personality trait using the NN described in the following.
3.3

Data Collection for Model Development

We combine three publicly available3 datasets: essays dataset [30], YouTube personality dataset [49], and MPD [48]. These datasets were selected for two reasons. First,
they are commonly used in APD research (see, e.g., [22, 24, 34]. Second, they all use
3

The MPD dataset was previously available on the Web (http://mypersonality.org), but at the time of
writing it has been withdrawn. The YT dataset is available upon request (https://www.idiap.ch/
dataset/youtube-personality), and the essays dataset can be readily downloaded (https://github.com/
SenticNet/personality-detection/blob/master/essays.csv).
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Fig. 2. Matrix decomposition carried out using NMF [21]. Matrix V is decomposed into W and
H. g denotes demographic groups in the dataset, c denotes content (e.g., videos), and p is the
number of latent interaction patterns that are used to create the personas. For this research, we set
p = 15 to generate enough personas for comparison of their personality traits.

the same predicted classes, i.e., the BF personality traits. Because there are several
personality trait taxonomies, it is important for model development that the textual data
is associated with the same classes across the datasets used for training the model.
The BF framework originates from the 1960s [62] and is continuously garnering
research interest from psychologists and researchers in other ﬁelds to date [63–65].
In these datasets (see Table 1 for description), the BF traits form the ﬁve predicted
classes. The deﬁnitions of the classes are, according to Agarwal [47] (p. 2):
• OPE: Artistic, curious, imaginative, curious, intelligent, and imaginative. Open
individuals tend to be artistic and have sophisticated taste. They appreciate diverse
views, ideas, and experiences.
• CON: Efﬁcient, organized, responsible, organized, and persevering. Conscientious
individuals tend to be reliable and focused on achieving, working hard, and planning for the future.
• EXT: Energetic, active, assertive, outgoing, amicable, assertive. These individuals
are friendly and energetic, drawing inspiration from social situations.
• AGR: Compassionate, cooperative, cooperative, helpful, nurturing. Individuals that
score high in agreeableness are peacekeepers. They are generally optimistic and
trusting of others.
• NEU: Anxious, tense, self-pitying, anxious, insecure, sensitive. Neurotics are
moody, tense, and easily tipped into experiencing negative emotions.
3.4

Strategy for Model Development

Each BF trait is modeled separately as a multiple binary classiﬁcation task. We follow
the approach taken by Majumder et al. [24] because of three reasons: (a) their method
for personality detection is well documented in the related research article [24], (b) their
code is publicly available in a GitHub repository4 along with the training data, and
(c) their model achieves good performance relative to other models in the ﬁeld.
Thus, the GitHub code of Majumder et al. [24] served as a starting point for
developing the classiﬁer. Their results also form the baseline for benchmark

4

https://github.com/senticnet/personality-detection.

108

J. Salminen et al.
Table 1. Description of the datasets used for model development

Name
Essays

Source
Students

myPersonality

Facebook

YouTube
personality

YouTube

Description
Students wrote stream-ofconsciousness texts. The Big Five
ratings were obtained using a
questionnaire
The dataset contains Facebook status
posts as raw text, author information,
and gold standard labels. The Big Five
ratings were obtained using a
questionnaire [47]
The Big Five ratings were obtained
from crowd raters predicting
personality traits of vloggers “based on
what they say in their YouTube
videos.” [49] (p. 1)

Size (words)
2,467 essays
(1,609,042)

9,880 status
updates (143,639)

404 vlog
transcripts
(240,580)

Total = 1,993,261
words

comparison. Due to practical reasons, our approach differs from Majumder et al. [24] in
two main aspects. First, we were not able to replicate the process for obtaining the
Mairesse features [36] used by Majumder et al. [24]. These features represent the
linguistic cues of personality in text. Thus, we had to model the data without the
Mairesse features, representing the text using word embeddings instead (see Sect. 3.5).
Second, we use two modeling choices from Sun et al. [66]: (a) an LSTM architecture and (b) multiple datasets. The reason of the former is that LSTM shows good
performance in APD [66], while the intuition of the latter is that more data enables the
model to train on more linguistic cues [22]. In addition, we use a CNN component, as
combined processing steps in NN architectures have shown to increase performance
[47]. The model architecture is described in Sect. 3.7.
3.5

Data Cleaning and Preprocessing

We followed the text cleaning and processing steps of Majumder et al. [24]. This
included sentence splitting as well as data cleaning and uniﬁcation, such as reduction to
lower case. We then tokenized all the text. The words were then converted to ﬁxed
length vectors as in Majumder et al. [24], using the GoogleNews Word2Vec model,
and using a ﬁxed vector length of 300 dimensions. All sequences were set to a ﬁxed
maximum length, which was varied between 2,000 and 12,000 to identify the optimal
length to model the data. Sequences longer than the maximum length were truncated,
while those shorter than the maximum length were padded. We did not use any handpicked features like word-count or Mairesse features; instead, we passed the entire data
to the NN for feature learning.
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Data Partitioning and Model Training

Having performed the preprocessing, we used 10-fold cross validation [67] for
checking the accuracy of our model. We split the data during the training phase into ten
folds (i.e., parts). Each time, a fold was isolated, and a model was trained on the
remaining nine folds. Then, the validation accuracy was tested on the 10th fold. This
was repeated ten times, keeping different folds aside for validation. We also trained
different models for comparison of their predictive performance – this included comparing individually trained models with a combined model (i.e., ﬁve models that
predict different traits individually vs. one that predicts all ﬁve traits simultaneously).
3.7

Neural Network Architecture

We developed a NN with two major sub-architectures: a single dimensional CNN since
there is a spatial structure in the input text, and an LSTM network since there is also a
temporal correlation between the words in the input text.
After training the model, the NN can identify the relationship between different
words in the text and predict the personality trait to which it belongs. This is done by
taking an arbitrary length input text, removing ﬁllers, stop words, and foreign characters, tokenizing it, truncating or padding it to the maximum sequence length, then
converting it into a matrix of shape (word embedding length = 300) by using the
Word2Vec model [68]. The network transforms this matrix by passing it through a
Convolution (32 ﬁlters of size 3  3) and Max Pooling (2  2 ﬁlters) layers to identify
structural features in the text, then through a Spatial Dropout with a rate of 0.2. Then,
the matrix is passed through a Bi-directional LSTM layer with 64 units to identify
temporal features, and ﬁnally through the Dropout (rate of 0.5), Batch Normalization
and Dense layers to predict the personalities. A Dense layer is where all neurons in the
input layer are connected to all neurons in the output layer with the BF traits.
Max Pooling, Spatial Dropout, Dropout and Batch Normalization layers are added
to prevent overﬁtting and control the number of parameters in the network. Note that a
bidirectional LSTM can incorporate hidden states for both past and future information,
and in cases where all the text is pre-speciﬁed, like for us, it enables better predictive
performance. In turn, Batch Normalization transforms and normalizes the output of the
network layer to stabilize and accelerate the training process.
3.8

Model Optimization

To optimize the model, we use binary cross-entropy loss, since the output for each
personality trait is either 0 or 1. Cross-entropy loss measures the performance of a
model that outputs probabilities between 0 and 1. The loss increases when the prediction diverges from the actual label, so the goal of the network is to learn weights that
minimize the loss. We use the Adam optimizer [69] based on the stochastic gradient
descent algorithm with adaptive learning rate. Adam uses two parameters in conjunction with the ﬁrst and second moments of the gradient to increase speed of
learning.
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Similar to Majumder et al. [24], we use a learning rate of 0.001, clipping norm of
0.25 (this is the maximum absolute gradient value to prevent large spikes or updates of
the function), and two beta parameters: Beta1 of 0.70 (a parameter that controls the ﬁrst
moment of the gradient in the Adam optimizer) and Beta2 of 0.99 (a parameter that
controls the second moment of the gradient in the Adam optimizer).
These parameters lead the model to convergence with early stopping, meaning that
the validation accuracy stopped improving. Epoch means a full model update run over
the training data [70]. We took the results at the 10th epoch, since they did not improve
from the 10th to the 15th epoch. Cross-validation was done with 80-10-10 split (train,
development, test) and early stopping was done using the development dataset.

4 Results
4.1

Technical Performance

We use the F1 macro score for evaluating our model, as this metric considers both the
precision (i.e., percentage of correct positive results) and recall (i.e., percentage of
samples that are correctly identiﬁed as positive). The F1 score is the harmonic mean of
precision and recall and reaches the best value of 1 with perfect precision and recall,
and the worst at 0. This score was also available for the baseline are comparing with,
hence allowing us to use it to compare fairly.
Results (see Table 2) show that our model trained combining the three datasets
(i.e., Model 2) provides better scores than the baseline model for three personality
traits: EXT (an increase of 26.1% in F1 score), OPE (18.1% increase), and AGR
(24.1% increase). In contrast, our model loses to the baseline model in prediction of
two traits: CON (a slight decrease of −1.8%) and NEU (a large decrease of −42.3%).
The results indicate that our classiﬁer achieves a good performance relative to the
baseline (an increase of 4.84% in F1 scores on average). Yet, the mixed performance
indicates the difﬁculty of correctly predicting all personality traits. The fact that Model
2 (trained with data from more sources) outperforms Model 1 indicates that using more
sources increases the signal for the NN and, therefore, improves the results.
We also predicted each dataset separately to examine how well Model 2 performs
by data source (see Table 3). In this, we ensure no data leakage takes place (i.e.,
separating training and prediction instances) by doing cross validation splits and
training a model on the rest, then predicting the isolated fold.
The results in Table 3 show that EXT and OPE receive the highest scores on the
YouTube dataset, suggesting that the network ﬁnd the clearest signal for these traits in
that social network. In turn, CON, AGR, and NEU are most easily detected in the
essays dataset. Based on the results, personality traits are the hardest to infer from the
Facebook status updates. Overall, the results support the application of the model on
our DDPs, as their comments originate from YT and the model performs relatively best
for YT.
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Table 2. F1 scores for each BF trait using the essays dataset. Highest values bolded.
EXT OPE
Baseline [9] 0.525 0.553
0.541 0.529
Model 1*
Model 2** 0.662 0.653
*
trained
with
essays,
essays + MPD + YouTube

CON AGR
0.553 0.486
0.538 0.553
0.543 0.603
**
trained

NEU
0.575
0.484
0.332
with

Table 3. The F1 scores of Model 2 (trained with essays + MPD + YouTube data) on each
dataset. Cross-validation with 10 folds and 80-10-10 split was applied. Highest values bolded.
EXT OPE CON
Essays 0.662 0.653 0.543
MPD 0.681 0.576 0.406
YT
0.719 0.686 0.485

4.2

AGR
0.603
0.559
0.444

NEU
0.332
0.357
0.403

Personality Traits of Personas

As the comments from the same user are scarce (the dataset has typically only one
comment per User ID), we predict the personas’ personality traits from the aggregated
comments of the users corresponding to a given persona. Thus, we group the collected
comments (see Sect. 3.2) by persona and predict the personality traits of each grouped
collection using Model 2 (e.g., “Persona 15” contains the combined comment texts of
Persona 15). This yields a score for each personality trait of each persona, which can be
used for enriching persona proﬁles with personality traits (see Fig. 3).
The results (Fig. 4) show that ﬁve personas (out of 15) score lower than average on
EXT (P1-2, P4, P7-8), while six score higher (P5, P6, P12-15). Scoring lower on both
EXT and NEU seems to be associated, as four personas out of the ﬁve that score low on
EXT also score lower than average on NEU (P1-2, P4, P8). The personas that score
higher than average for EXT and NEU tend to score lower than average on OPE and
CON (e.g., P1-2). However, there are deviations from this, such as P7 that scores close
to average on every trait. Four personas (P6, P9, P10, and P12) tend to score low on
AGR. The observed variation indicates that the APD method applied produces variation in the detected personality traits among the personas, implying that the personas do
differ by personality, at least to some degree. Future analyses are needed to understand
comprehensively where these differences originate from (e.g., analyzing why the APD
method gives these scores on the dataset).
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Fig. 3. An example of incorporating textual description of personality in data-driven personas.
The bolded text “He tends to be friendly and energetic, drawing inspiration from social
situations.” corresponds to the general description of high extroversion [47], reflected in the
personas’ comments based on automatic personality detection. The generic personality trait
descriptions can be automatically inserted based on the personality scores obtained.

Fig. 4. Personality scores (probability of a persona’s aggregated comments reflecting a BF trait)
of personas based on their aggregated social media comments. The cells show absolute
differences from the mean score of the personality trait. Color coding indicates the size of the
difference, with positive values in green and negative in red. (Color ﬁgure online)
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5 Discussion
5.1

Contribution to Persona Research

Theoretically, the variability in the personality traits among the personas provides an
interesting outlook of the “collective personality” of groups interested in the same
online content. Perhaps this collective personality could be termed as persona personality, i.e., a grouped understanding of personality traits of a user segment. Traditionally, personality traits have been associated with individuals, not groups, in social
psychology. Thus, the fact that persona can thus portray collective patterns of personality among different user segments is an interesting notion in the cross-section of
HCI and social psychology. This notion could be empirically investigated by, e.g.,
analyzing the relationship between the persona’s topical interests and personality.
Perhaps certain groups are more drawn to some online content, and the topic of the
content thus becomes a proxy measure for users’ personality.
Conceptually, there are two challenges pertaining to the amalgamation of APD and
DDPs. The ﬁrst challenge is that a persona, by deﬁnition, consists of several individuals that are portrayed as one persona. However, individuals within that group may
vary by personality traits. Thus, is it possible to construct “average” personality traits
for a persona? How meaningful would this construction be?
Our exploratory results (Fig. 4) indicate that the APD methods can produce variability among the groups. For this method to work, it is required that the social media
posts made by the users reveal observable trends toward a certain personality trait. It is
also possible that, with other datasets, “averaging” the posts of many individuals would
cancel out the individual personality differences.
Regarding the meaningfulness, this can be addressed by presenting the personality
traits in “plain language”, as demonstrated in Fig. 3.
The second challenge is the meaningfulness of the persona personality prediction
altogether. In other words, does the endeavor have practical value? Theoretically,
psychological information in persona proﬁles can enhance the understanding of persona users about the persona, and provide utility in various design/development tasks,
as well as advertising purposes [19]. Thus, in terms of the possibility of inferring the
personality traits, the opportunity of predicting a persona’s personality is highly
prominent. Yet, it is unclear if the personality traits are indeed needed or wanted by end
users of personas. Rather, empirical results of these ideas are missing. This implies that
user studies on how persona users engage with DDPs enriched with personality traits
are direly needed.
Personality traits are not only potentially impactful information for persona proﬁles
(as argued above) but analyzing the persona’s behavior by personality traits opens a
multitude of related research avenues. For example, can we ﬁnd substantial personality
differences between the personas? How do the personality traits of a persona correlate
with the persona’s online content consumption patterns? Addressing these questions
would shed light on how personas are engaging (i.e., watching and commenting) with
different online content and if this behavior differs by the personas’ personality traits –
in other words, enhancing user understanding.
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5.2

Design Implications

There are at least two approaches that could be implemented for showing the personality traits in DDPs: (1) quantitatively inspired and (2) qualitatively inspired. In the
former, the personality traits are shown as “scores” (see inspiration from previous
research in Table 4A), while in the latter they are written in a form of a narrative to
describe the persona (Table 4B).

Table 4. Examples of implementing persona information
A: Implementing Persona Information Quantitatively [71]

B: Implementing Persona Information as a Narrative [72]

These ideas follow the division between different persona types, with the quantitative approach [71] resulting in a chart-like presentation of the details, with “scores”
directly representing the quantitatively inferred information. In contrast, the qualitative
approach [72] results in a persona layout enriched with more narrative-like, in-depth
descriptions. The ﬁrst option is supported by the fact that the scores of the personality
traits are readily available following the application of the neural network.
The second option, in turn, is supported by the previous research that tends to
infuse personality and psychographic information into a narrative format [11, 12, 50–
52]. Writing the personality traits open might also be better for empathetic understanding of the persona – consider “Mary is an extrovert, enjoying discussions with
new acquaintances” vs. “ExtroversionMARY = 0.67”. However, the disadvantage of the
narratives is that their creation represents an additional step that seemingly requires
manual effort. This would take us further from the overarching goal of fully automatic
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persona creation [73]. Yet, there are implementations of dynamic text templates [74]
that could possibly be used for combining the narrative format and automation.
Previous research analyzing the role of text vs. numbers in persona proﬁles shows
that this decision does not critically influence user perceptions of personas [75].
Nonetheless, more research is needed for testing which method of showing personality
traits in personas, or combinations thereof, would provide the best option for optimal
persona user experience. Moreover, the general question of “how does showing personality traits influence persona users’ perceptions and/or actions?” requires an answer,
to actually discover the impact of personality traits in personas. Thus, there are several
open research questions that require empirical user studies.
5.3

Future Work on Improving Persona Personality Detection

The model we have used is quite simple relative to the state-of-the-art approaches in
deep learning (see, e.g., [33, 44, 66]). We have assumed a relatively simple model
because such a model is easily trainable without designing features and is computationally lightweight. Our results indicate that given sufﬁcient data, a NN can be trained
to predict personalities without hand-designed features being provided. At the same
time, if hand-designed features are considered for a model like ours, it may be possible
to increase accuracy or train a smaller model with less data and achieve similar results.
Overall, while for the purpose of this research (i.e., demonstrating the APD for DDPs),
the NN’s performance is seen as adequate, results should be revisited as new algorithms and feature presentations for APD become available.
5.4

Ethical Considerations

APG preserves the privacy of individual users when generating the personas [28],
because the information is collected as aggregated user statistics. For example, we can
see information such as women aged 25–34, from New York, have in aggregate
viewed Video X in total of Y times. This information, even though used for persona
generation, does not violate the privacy of individual users, as it contains no personally
identiﬁable information. The comments do contain User ID, but this ID tends to be in
the form of a pseudonym, and the comments are further anonymized by removing the
User IDs from the generated personas [21].
Regarding the ability of DDPs to represent minority groups (so-called “fringe
personas” [71]), previous research has shown that the method applied here accurately
replicates demographic characteristics of the data [76]. Thus, the choice of dataset
dictates the characteristic of the output personas. A selection of an underrepresented
subset of data, for example, would yield personas only from underprivileged subjects in
the data. In this study, we generated personas using the whole dataset, as we were
interested in average or typical users rather than minority subsets. However, future
studies could use DDP techniques to generate “minority personas”.
The use of personas enhanced with psychological traits comes with added
responsibility. There may be a risk of manipulation. However, the story is not blackand-white, as there is a strong argument that people are not as easily gullible based on
their psychologic proﬁles as is commonly presumed in the popular press [77]. As with
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most tools and applications of HCI, personas can be used “for good” and “for bad” –
the ﬁnal responsibility falls for the person wielding the tool.

6 Conclusion
Enriching personas with personality traits can enhance decision makers’ understanding
about users. Thus far, personality traits in personas have been based on manual data
analysis. To provide a more efﬁcient solution, we demonstrate how user-generated
social media texts can be used to automatically assign Big Five personality traits to
data-driven personas using a neural network classiﬁer. The classiﬁer trained on preexisting datasets and achieved a good technical performance. In addition, the results
show variation among personas in the detected personality traits.
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potentially display the automatically inferred personality traits in data-driven personas. We thank
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